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Abstract—The constant-time programming policy protects
cryptographic code from timing side-channels. However, writ-
ing constant-time code remains challenging even for experi-
enced developers. Therefore, over 50 CT analysis tools have
been published to help them identify constant-time violations.
While several studies have examined those tools, they pre-
dominantly rely on qualitative observations and case studies,
rather than quantitative assessments. Therefore, we present
AutoBench-CT, a modular benchmark that manually verified
per-violation ground truths across 64 cryptographic tasks and
the first unified quantitative metrics to quantify the Operational
Performance, Detection Quality, and Usability for seven such
tools. With the results, we quantitatively show why CT-grind,
the first tool published in 2010, is still the most popular tool in
the wild. Based on the quantitative findings, we further provide
new insights into recurring limitations across tools and propose
a composite pipeline to maximize the security guarantees of
constant-timeness in practice.

Index Terms—Constant-time analysis tools. Timing attacks.

1. Introduction

Micro-architectural timing attacks exploit the secret-
dependent execution time of a program, typically a crypto-
graphic implementation, to infer sensitive information such
as secret keys [l], [2], [3], [4]. For example, the two paths
of a secret-dependent branch may execute different num-
bers of instructions, resulting in observable execution time
variations based on the branch condition. To prevent such
attacks, a widely adopted countermeasure is the constant-
time (CT) programming policy [35]. It disallows three classes
of secret-dependent behavior: memory accesses, conditional
branches, and variable-latency operations (e.g., divisions).
The CT policy has since become the de facto programming
rule for modern cryptographic libraries.

To help cryptographic code developers write CT code,
various approaches, such as dynamic analysis [6], [7]], [8,
symbolic analysis [9], statistical analysis [10], and static
analysis [3f], [L1], [12]], [[13], have been proposed to either
detect CT violations or prove their absence. To date, over
50 CT analysis tools have been published [14]. Despite
the increasing number of published tools, a recent user
study [15] points out that the most popular tool is still
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CT-grind [6], which was published in 2010. Its popularity
can be partly explained by its strong usability, as CT-grind
is integrated into Valgrind [16]; yet, it remains unclear
whether the tool still provides state-of-the-art (SOTA) CT
analysis performance. To further avoid the bias of any
single tool, several works since 2025 [17], [L8], [19] have
combined multiple CT analyzers to strengthen security as-
surance. However, such compositions are often guided by in-
tuitive assumptions about tool complementarity, rather than
comprehensive quantitative evaluations. After all, numerous
tools have been published in the past 16 years. Since each
new tool has typically been evaluated only on different
benchmarks with non-uniform evaluation settings at the time
of publication, the relative strengths and limitations of these
tools remain underexplored. Recent studies [15]], [20], [21]
have recognized this gap and called for a unified benchmark
to systematically evaluate and compare CT analysis tools.
Such a benchmark would ultimately help developers choose
the most suitable tool for their needs.

However, evaluating CT analysis tools is challenging.
An evaluation needs to be compatible with different tools
and programs under test, and provide ground truth for
precise judgment of each reported violation. While these
two prerequisites are relatively well studied by the broader
software testing and verification community [22], (23], [24]],
[25], a less studied yet critical requirement is a set of
quantitative metrics that comprehensively reflect a tool’s
CT analysis performance. Although several works [26], [15],
[20], [21]] have evaluated CT analysis tools, the evaluations
primarily rely on qualitative discussion rather than such
metrics, leaving developers without a principled basis to
choose between tools.

To address the gap, we present AutoBench-CT, a unified
benchmark for quantitatively evaluating CT analysis tools.
It adopts the modular design of widely used testing and
verification benchmarks [22], [25], so tools and analysis
targets can be plugged in through unified interfaces. A
key challenge for quantitative evaluation is the lack of
reusable per-violation ground truths and appropriate metrics.
Thus, we spend significant initial effort in labeling ground
truths and making them reusable in the future. Specifically,
AutoBench-CT first applies cross-comparison across tools
to automatically classify each reported violation as a true or
false positive, and then allows users to manually correct
them. To maximize the reliability of manual labels, we



follow the practice in prior work [27] to cross-check the
results between two participants with expertise. For metrics,
we synthesize the evaluation criteria and concerns raised in
prior benchmarks [26]], [20]], user studies [[15], [21], and tool
papers [[7], (28], 8], [29], [30], [13], [31], [32] into a unified
set of quantitative indicators that capture Operational Cost,
Detection Quality, and Usability.

With AutoBench-CT, we evaluate six SOTA binary-level
and one LLVM-IR-level CT analysis tools: CT-grind [6],
Microwalk [28]], DATA [8]], Binsec [9], Pitchfork-angr [33]],
Abacus [29], and MemSan [34], across 64 analysis tasks.
The analysis targets span a broad set of cryptographic
schemes, including currently used symmetric and asymmet-
ric primitives, as well as post-quantum algorithms designed
for the near future. Based on the quantitative evaluation
results, we aim to answer the following questions:

RQ1: Which tool achieves the strongest overall perfor-

mance across all evaluation metrics?

RQ2: What are the most recurring limitations shared
across different tools?
RQ3: How should CT analysis tools be combined to

maximize security value in practice?

Surprisingly, we quantitatively show that CT-grind, the
first CT analysis tool published in 2010 [15]], outperforms
the other evaluated tools on both operational cost and detec-
tion quality, with the highest precision, the highest relative
recall, and a 100% self-termination rate within the resource
budget. Its main weakness is report verbosity, but it is partly
mitigated by a plaintext output option. For RQ2, we identify
four recurring limitations: exhaustive path enumeration as
the dominant resource cost, incomplete data-flow tracking,
weak report interpretability with no runtime feedback, and
a previously undocumented failure mode in which the anal-
ysis tool produces “mirage” violations (4% in CT-grind,
44% in MemSan). Those violations do not exist in the
original program but can silently flip a program’s CT/non-
CT classification. For RQ3, our ablation shows that the
taint+symbolic pipeline shared by three recent composite
pipelines [[18], [[17], [19] is not the empirically optimal com-
position. Instead, taint+trace composition (the “CT-DATA”
pipeline) reaches 0.974 recall on 94% tasks finished in-
budget. Symbolic execution retains a unique role in verifying
the absence of violations, but should be applied carefully
only to small fragments after the dynamic pipeline reports
no violations.

To summarize, we make the following contributions:

1)  We proposed a set of evaluation metrics for quan-
titatively evaluating CT analysis tools and imple-
mented an extensible benchmarking framework,
AutoBench-CT. With it, we manually labeled 2227
ground-truth labels across 64 analysis tasks and
evaluated six binary-level and one LLVM-IR-level
SOTA tools.

2) We quantitatively demonstrate that CT-grind, the
first CT analysis tool proposed in 2010, performs
the best according to our evaluation metrics. We

Listing 1 Finding all CT violations.

func (uint8_t sec, int pub[256]) {
int index = pub[sec];
int index2 =pub[index & Oxff];
for (int i=0; 1i<256; i++){
if (sec == 1)
pub[sec]++;

® 9 U R W N -

Tool Line 2 Line3 Line5 Line 6
Abacus v v v
Binsec v v

CT-grind v v v
DATA v v v

Pitchfork v v v

Microwalk v v v

TABLE 1: We use v if the violation is reported by the tool.

further identify recurring limitations and new in-
sights across evaluated tools, providing actionable
guidance for both tool developers and tool users.
3) Through a quantitative ablation study, we proposed
a composite pipeline that maximizes the security
guarantees of constant-timeness in practice.

The artifact is available on [Link.

2. Motivating Example

We motivate the need for fine-grained, ground-truth-
based evaluation with a small example. Listing [I] shows a
non-CT C function. Let the input byte sec be the secret
value. The function consists of four CT policy violations
(highlighted): Line 2 and Line 6 directly access memory
with the secret; Line 3 accesses memory with a secret-
dependent value; Line 5 performs a control-flow trans-
fer based on the secret directly. We compile the function
for x86-64 with Clang-18 -00 (and additionally with
-m32 for Abacus only for compatibility) and run six SOTA
tools: CT-grind[6], DATA[S8], Microwalk[28]], Binsec[9],
Pitchfork-angr [33], and Abacus [29]. We mark sec as
secret when necessary and do not mark any variable as
public.

We present the analysis results in Table |1} Counterintu-
itively, although one might expect SOTA CT analysis tools
to detect all violations in such a simple example, none do
so completely. Prior benchmarks by Lopes et al. [26] and
Geimer et al. [20] fail to expose this disagreement. Lopes
et al. only evaluate whether a program is classified as CT
or non-CT, under which all six tools appear equivalent.
Geimer et al. compare only the number of reported vio-
lations, making CT-grind, Pitchfork-angr, Abacus, DATA,
and Microwalk appear equally effective despite reporting
different violation locations. Our results show that these
disagreements become visible only through fine-grained,
ground-truth-based evaluation at the per-violation level.


https://zenodo.org/records/22744101

3. Background and Related Work

We introduce the CT policy, summarize the method-
ologies of existing CT analysis tools, review prior bench-
marking efforts and findings on factors affecting tool perfor-
mance, and discuss recent composite CT analysis pipelines.

3.1. Constant-Time Policy

The CT policy [S] is designed to prevent micro-
architectural timing attacks [3], [4)], [2] by ensuring that
secret-dependent operations do not influence a program’s
execution time. Such attacks typically exploit variations in
memory access patterns via data caches [[1], [2]], control-flow
behavior via branch predictors [35], [36] and instruction
caches [37], [38], and timing differences introduced by
variable-time operations [39], [40], [41]. Therefore, the CT
policy prohibits secrets from affecting memory accesses,
control-flow transfers, and variable-time operations.

3.2. CT Analysis Techniques

Since 2010, dozens of techniques have been proposed
for CT analysis. In general, CT analysis tools fall into two
families. Dynamic analysis (taint analysis [6], [42], trace
comparison analysis [43], [8], [44], [28], and statistical
analysis [45]], [10], [46l, [Z], [32]) concretely executes the
program, which is generally scalable, but its completeness
depends on input coverage. Static analysis (logical reduc-
tion [47], [5], [48], [49], [30], abstract interpretation [S0],
(511, 1520, (53], [54], symbolic execution [55]], [56], [57I,
(581, [9], [291, [S9] and type-based information-flow analy-
sis [LL], [60], [12]], [13]) reasons about all execution paths
in principle, which can prove CT under various soundness
guarantees, but typically at the cost of scalability. The six
tools we evaluate (Section span four of these sub-
techniques in both families. Complementary to CT analy-
sis tools, CT compilation [61]] takes a potentially non-CT
program as input, along with the secret annotations, and
outputs a CT binary. In this paper, we focus exclusively on
CT analysis tools.

3.3. Related Work of Evaluating CT Analysis Tools

In contrast to the large number of available analysis
tools, the work that evaluates them is limited. So far, existing
tools have been evaluated by two unified benchmarks [26]],
[20], two user studies [20], [[15], and work that proposes
new analysis tools [[7], [28], [8], [29], 300, [13]], [31], [32].
We first introduce related work and then summarize the
identified limitations of CT analysis tools.

Benchmarks. Lopes et al. [26] first built a unified bench-
mark that consists of over 60 cryptographic programs to
evaluate CT analysis tools. It performs coarse-grained eval-
uation and focuses on whether a tool can correctly mark
a program as (not) CT. More recently, Geimer et al. [20]]
summarize and analyze the methodologies of over 30 CT

analysis tools. The authors further select five promising tools
from them and evaluate them with several cryptographic
implementations. For each tool, the benchmark reports the
analysis time and the number of reported CT violations.
Based on the results, the work qualitatively discusses the
limitations of existing tools.
User Studies. Jancar et al. [L5] interview cryptographic
developers to understand how CT analysis tools are adopted
in practice and to investigate the reasons that prevent devel-
opers from using them. According to the study, the most
popular tool is CT-grind [6], which was developed in 2010.
Furthermore, they show that poor usability and inadequate
documentation are among the primary barriers preventing
developers from trying more CT analysis tools. Fourné et
al. [21]] conduct a user study to assess the usability of six
CT analysis tools with a set of small programs. They show
that dynamic analysis tools generally have better usability.
Work that proposes new tools. It is common to compare
a new CT analysis tool with existing tools when publishing
it 7], [28], [8], (290, [30], (13}, [31], [32]]. They typically
benchmark tools on real-world cryptographic implementa-
tions and demonstrate the ability to discover known vul-
nerabilities such as CVEs [28]], [29], [8], [IL3], [31]. Some
of them conduct false-positive and false-negative analyses
based on case studies [28], [29], [30], [13]], [31], [32].
Furthermore, analysis time efficiency [7], [28], [8], [29],
[301, [L3], [31], [32] and, in some cases, memory consump-
tion [28]], [31] would also be used as performance metrics.
One limitation in them is that they often have their unique
experiment setups, such as building their own benchmark
sets, comparison baselines, and metrics when comparing
with existing tools that have already been evaluated under
other configurations. Therefore, it complicates the universal
comparison of tools across the literature.
Identified Issues. By reviewing the aforementioned works,
we summarize the issues they identified into three cate-
gories: Operational Performance, Usability, and Detection
Quality. Operational performance refers to the runtime re-
source consumption, such as time efficiency [7], [28], [8],
[29], [30], [13], [31]], [32] and memory usage [28], [31]].
Tools that have higher runtime resource requirements would
be less likely to be adopted in practice [15], [21]. This
category also evaluates the scalability of a tool by evaluating
whether it can analyze large and complex programs and
how many resources would be consumed. The scalability
issue has been explicitly reported [15]], and empirical studies
frequently observe resource exhaustion, such as timeouts,
when analyzing complex programs [20], [30], [29], [L8].
Usability is consistently identified as a major bar-
rier [20], [[15], [21] for adopting a tool in industry. Prior
work reports difficulties in installation and configuration,
as well as challenges in interpreting tool outputs. Some
works [20]], [[15] suggest that report interpretability can be
improved by reducing excessive information in reports.
Compared to the operational performance and usability,
detection quality is more frequently discussed by previous
works. Specifically, several limitations of existing tools have
been identified in terms of missing CT violations and re-



porting false positives. First, not covering all three CT pro-
gramming rules, particularly variable-time instructions [40],
would miss CT violations [20]. Second, not tracking implicit
flow leakages (e.g., secret indirectly propagates to variables
through a conditional branch) [20]. Third, dynamic anal-
ysis tools that compare the traces of different executions
may miss a CT violation if no divergence is triggered by
sufficient inputs [20]. Fourth, dynamic analysis tools that
present traces in a tree structure may face analysis satura-
tion to obscure violations by other violations at a higher
tree level, resulting in violations at lower levels not being
reported [20], [28]. Fifth, not supporting all instructions,
such as SIMD instructions, may also lead to miss CT
violations [20]. Sixth, dynamic analysis may report false
positives if it cannot deal with internal randomness that does
not depend on secrets [8]. Seventh, static analysis may report
false positives due to over-approximation [[13]]. For example,
all variables in a structure might be considered as secret even
though only one of them is secret. Finally, dynamic-taint and
symbolic execution tools may report false positives on dead
branches that are never executed in practice [[17], [18]].

3.4. Composite CT Analysis Pipelines

Since 2025, several CT analysis pipelines, which com-
bine multiple analysis tools, have been proposed to maxi-
mize the analysis performance [[17], [18]], [19]. Interestingly,
they converge on similar choices of CT analysis tools: an
(optional) statistical test followed by a taint-based dynamic
analyzer and a symbolic static analyzer. The motivation is
intuitive: dynamic analysis cheaply surfaces violations but
is unsound, while symbolic execution might cover leakages
that are missed by unsound tools [17]]. However, whether this
combination does maximize the CT analysis performance
has not been quantitatively evaluated.

4. Benchmark Design

We present the threat model, architecture, workflow,
ground-truth construction process, and metrics used by
AutoBench-CT for quantitative evaluation of CT analysis
tools.

4.1. Threat Model

Our threat model assumes sequential execution, leaving
the analysis of speculative and out-of-order execution to fu-
ture work. Specifically, we prohibit secret-dependent branch
conditions, memory addresses, and operands of variable-
time instructions. Since the set of variable-time instructions
is platform-dependent, we tailor our threat model to our
experimental platform, an Intel i7-14700K. We treat in-
teger division instructions (DIV/IDIV) as variable-time,
but exclude multiplication instructions (MUL/ IMUL/MULX),
based on Intel’s official list of data-operand-independent
timing instructions [62], empirical measurements [63]], [64],
and recent attacks [41]. Other platforms may require a

different set of variable-time instructions, in which case
the benchmark’s ground truth must be re-established ac-
cordingly. CT analysis tools may model a different set of
variable-time instructions than our threat model. We handle
such discrepancies as follows. If a tool fails to detect a
violation involving an instruction covered by our threat
model, we count it as a false negative (FN). Conversely,
if a tool reports a violation involving an instruction outside
our threat model, we exclude that report from the evaluation,
as it falls outside the scope of our ground truth.

4.2. Design Overview

The design of AutoBench-CT is inspired by prior well-
established benchmarking efforts, Magma [22] and SV-
COMP [63]], [25], which systematically evaluate software
testing tools against established ground truths. At its core,
AutoBench-CT adopts a similar modular design: tasks (pro-
gram under test and target ground-truth labels), tools, and
the orchestration logic are kept independent of one another
and communicate only through small unified interfaces. As
a result, any tool in the benchmark can do analysis on any
tasks out of the box, and adding a new task or a new
tool requires no modification to the others or to the core
framework. Given a set of tasks and a set of CT analysis
tools, AutoBench-CT produces a quantitative comparison
report across the tools along a fixed set of metrics, using
its built-in per-task ground-truth labels of CT violations as
the reference. The concrete component breakdown, interface
definitions, execution workflow, and extension procedure are
provided in Appendix [A]

Secret annotations. To ensure every tool analyzes exactly
the same secret for every task, AutoBench-CT’s modu-
lar design decouples the secret annotation from the pro-
gram under test. Specifically, each program under test
is wrapped as a task using a unified interface that in-
cludes: the secret SECRET_TYPE secret, which is also
the only input with changing values for the program un-
der test; the read_secret (SECRET_TYPE secret,
.. .) function to load the concrete values of the secret from
a local file; and the task (SECRET_TYPE secret,
SECRET_LEN) function that executes the program under
test. secret here can be just a partial region of the secret
key variable for the program under test, as a secret key
variable may contain both a secret region and a public
region [18]. We expose the secret region as the individ-
ual variable secret and use memcpy to propagate the
secret into the secret key within task (...). In this
case, a tool can be integrated into our benchmark as long
as it can mark the entire variable secret as a secret.
To analyze a task, a tool implements its own driver by
invoking an abstract task via read_secret (...) and
task (...). Before task (...), the tool uses its own
annotation approach to specify the entire SECRET_TYPE
secret variable as the secret. We show a concrete example
of how this mechanism works with CT-grind in Listing



4.3. Ground Truth Generation

As demonstrated in Section fine-grained, security-
relevant evaluation of CT analysis tools requires a per-
violation label. However, no reliable automated method
exists for exhaustively enumerating all secret-dependent vi-
olations in a binary. We therefore bootstrap ground truth
from the union of violations reported by the benchmarked
tools and refine it through cross-tool agreement and inde-
pendent human review. We strictly follow the same posture
adopted by mature ground-truth-driven security benchmarks,
Magma [22]] and SV-COMP [63]], [25]], and case study [27]
to provide the most defensible labels we can, and state
precisely what they cover.

CT violation representation. AutoBench-CT compiles
each task once into a static library that every tool then
links against with its own Task Driver, so the program-
under-test is byte-identical across tools. We unify ev-
ery reported violation to source-line granularity; if a tool
only reports binary addresses, we map them back with
addr2line (GCC) or 11lvm-addr2line (Clang). Each
violation is encoded as FILE.c LINE:TYPE, with TYPE
€ {A (secret-dependent memory access), B (conditional
branch), V (variable-time operation)}; e.g., AES.c 108:A.
Source-line unification is necessary for two reasons. First,
binary addresses are not comparable across tools. Although
every tool links the same crypto archive, each tool wraps
the same task in its own driver (e.g., ctgrind injects
VALGRIND_MAKE_MEM_UNDEFINED), which differs in
code size and runtime dependencies. Thus, the linker places
the identical crypto code at different absolute addresses.
Consequently, a single source-level leak may appear at
0x401234 under CT-grind but 0x80489ab under Binsec.
Second, developers patch source code regardless of where
a tool emits the violation, so source-line labels also match
the natural debugging workflow.

CT violation classification. We classify each reported vio-
lation as a true positive (TP), false positive (FP), or ignored
positive (IG). A violation is a TP only if it @ is present in the
compiled binary, ® violates the CT policy, and ® belongs
to the program under test. Criterion @ is critical from a
security standpoint: a secret-dependent ternary operator in
C may or may not survive as a branch after compilation, and
an analysis warning that the compiler has already eliminated
is not a real side channel. However, one may consider
it a potential CT violation and would like to mark it as
a TP. It is feasible to do so when manually labeling the
ground truth, but we only count violations remaining in the
compiled binary as TPs. A violation is an FP if it does
not violate the CT policy or does not appear in the binary,
and an IG if it lies outside the program under test (e.g.,
CT-grind sometimes flags lines inside the tool itself) or if
its source-code-level location is uninterpretable (i.e., ??, 0,
or unknown). Unless specified otherwise, we exclude IGs
from all metrics. We do not optimize the ground-truth set for
different policies when reporting CT violations. We discuss
its impact in Section

Two-pass ground truth generation. We label each source
line in two passes: a coarse automatic pass followed by a fine
manual correction. In the coarse pass, AutoBench-CT votes
across all configured tools and marks a violation as a TP if
at least ¢ tools agree on it (default t=2), as an FP otherwise,
and as an IG when the location is uninterpretable. Accuracy
grows with the number of participating tools, but two failure
modes remain: the vote can wrongly promote a violation
that > ¢ tools jointly mis-report, and wrongly reject one
that fewer than ¢ tools detect. Because neither prior work
provides such ground truth nor exhaustively enumerating
all secret-dependent violations is feasible, we made our
best effort to balance automation and accuracy. However,
in this work, we introduce a manual correction on each pre-
classified label to maximize the accuracy of our results.
Soundness and Completeness. There are two limitations in
our ground truths. First, our completeness is bounded by the
union of participating tools. A violation that none of them
detects can only be recovered by exhaustive code review,
infeasible for complex programs. Second, our precision is
bounded by human inspection, which can be error-prone.
Both limits are shared to ground-truth-driven evaluation:
Magma [22] integrates published CVEs as ground truths
only, and SV-COMP [65], [25] relies on sustained manual
updates by research groups. To mitigate the first, we verified
that none of the violations that match known CVEs [[66] in
our selected tasks were missed (i.e., being reported by at
least one evaluated tool). To mitigate the second, we follow
a cross-checking strategy similar to prior work [27]]. We
invited two independent participants: one expert in cryp-
tography, side-channel analysis, and data-flow analysis, and
one in cryptography and data-flow analysis, to review the
labels separately, with remaining disagreements resolved by
consensus.

4.4. Evaluation Metrics

We design the quantitative metrics based on the dis-
cussion and findings, mostly empirical, presented in prior
work [15], [20], [21], [26], [18], 28], 18], [30], [13], in-
cluding both benchmark studies and works that propose new
tools. Specifically, we quantitatively assess CT analysis tools
from three aspects: Operational Cost, Detection Quality, and
Usability.

4.4.1. Operational Cost. This metric evaluates the runtime
behavior of a CT analysis tool, focusing on its computing
resource usage and scalability.

Computing resource usage. AutoBench-CT evaluates com-
puting resource usage in two dimensions: time efficiency
and memory consumption. Time efficiency, consistent with
prior benchmarking work [20]], is measured by AutoBench-
CT ’s core execution engines as the wall-clock time required
from start to complete the analysis for each tool-task pair.
Memory consumption, which was measured [28], [31] as a
metric and also complained about by users [15], is measured
by the peak RAM usage during execution and the size of
generated output files occupying disk space.



Scalability. While there is no universally applicable metric
to directly measure the scalability [20], we combine Cyclo-
matic complexity [67] and the number of def-use memory
operations to reflect the complexity of the program under
test. Cyclomatic complexity is a well-established metric for
measuring control-flow path complexity [68]], [69], [70Q],
while the number of def-use memory operations captures
memory path complexity, which is particularly relevant for
CT analysis. We compute both metrics using the Control-
Flow Graph derived by angr [71], and compute the final
complexity score by:

Score = loga(Cyclomatic) 4+ loga(MemOps) (1)

Based on the score, we categorize tasks into four com-
plexity classes using K-Means clustering. The classification
is not fixed and will be updated whenever a program is
added or removed. For each complexity class, we report the
minimum, maximum, and median analysis time and peak
RAM usage, along with the timeout and memory-exhaustion
rates for each tool. Together, these metrics constitute our
scalability evaluation.

4.4.2. Detection Quality. This metric evaluates how reli-
ably a CT analysis tool detects TPs and avoids FPs. With
ground-truth labels, we quantify the detection quality in
four dimensions: precision and relative recall, classification-
flipping rate, uniqueness, and potential issue diagnosis.
Precision and relative recall. We compute the precision
with TP/(TP + FP) and relative recall with TP/(TP +
FN). Our recall is relative because the number of false
negatives (FNs) depends on how many TPs can be detected
by all tools, which may not necessarily cover all in-theory
TPs.

Classification-flipping rate. This metric measures the
percentage of tasks whose classifications were flipped due to
the tools’ limitations (i.e., a tool reports at least one violation
on a CT task or a tool reports no violation on a non-CT task).
It indicates how reliably a tool’s reporting behavior aligns
with the ground-truth CT status of a task.

Uniqueness. This metric captures the number of TPs that
can only be reported by one tool but not by the others. It is
used to evaluate the unique advantage of a tool in detecting
CT violations.

Potential issue diagnosis. This metric helps tool developers
quickly localize why a TP is missed, or a FP is raised, which
otherwise requires substantial manual inspection of tool
reports [20], [18], [26]. We build a Capture-the-Flag-style
challenge from a curated set of CT violations, organized by
the known tool-issue categories collected in Section For
each category, we pick representative violations and flag the
category as a potential issue for a tool if it reports none of
them (FN categories), reports at least one (FP categories),
or fails to complete the relevant tasks (FP categories). We
further classify each flagged issue as Classification-Flipping,
which can change the tool’s overall CT/non-CT Classifi-
cation on a task (e.g., missing variable-time divisions), or
Count-Reducing, which only changes the number of detected
TPs (e.g., missing implicit flows, which must accompany a

preceding branch violation). Because one underlying defect
may surface across multiple categories, the metric serves
as an indicator of potential issues requiring post-analysis to
confirm.

4.4.3. Usability. Apart from runtime behavior and detection
quality, usability is also an important factor in evaluating a
tool. Since usability is a relatively subjective metric and
is often evaluated through user studies, we only focus on
quantifiable factors that have been discussed by previous
works [[15], [21], [20]. Specifically, we quantify the time to
first output (TTFO) and report interpretability.

TTFO. This metric is defined as the elapsed time until
the first entry appears in the violation report during analysis
runtime. The intuition is that it would be more efficient if a
cryptographic developer does not need to wait for the full
report (especially when analyses are subject to timeouts)
before he/she can start investigating the issue [20].

Report interpretability. We quantify the report inter-
pretability by measuring both the percentage of hard-to-
analyze violations (i.e., violations reported with an unknown
source code location) and the average number of report lines
per violation. This metric serves as an indicator of how much
manual effort could be required to investigate the issue based
on tool reports.

4.5. Composite Tool Pipeline Evaluation

Based on the metrics defined for each individual tool, we

design the detection coverage and operational practicality
metrics to evaluate the performance of a composite tool
pipeline. To further evaluate how each tool contributes to the
overall performance of such a composite tool pipeline, we
design an ablation study metric Marginal Detection Yield.
Detection coverage. This metric counts the overall number
of TPs and FPs detected by the composite tool pipeline.
Operational Practicality. This metric evaluates whether
the pipeline finishes within a certain resource budget. While
those tools can be run in parallel, we consider the pipeline
to be run sequentially for simplicity. Therefore, we sum up
the runtime but simply pick the peak RAM usage across
all tools in the pipeline and compare it with a predefined
resource budget.
Marginal Detection Yield (MDY). This metric evaluates
the contribution to detection coverage of each tool. For a
candidate tool 7" added to a baseline pipeline S, MDY is the
number of TPs that T' contributes and S misses, optionally
normalized by additional cost (peak wall-clock time and
peak RAM). Formally,

MDY(T | §) = |TP(T)\ | TP(S)|. )
sSes

MDY directly measures whether including 7' is justifiable:
a tool with MDY = 0 adds no detection power, regardless
of how it performs in isolation.



TABLE 2: CT analysis tools evaluated in this work.

Tool Pub./Upd. Technique Version Setup Doc Analysis Granularity (level)

Abacus 9] 202172022 DY symbolie oo o34 repo.  Address range (byte-level)
exec on traces

Binsec (9] 20202026 Sta. symbolic  vO.10.0 doc  Address range (byte-level)

CT-grind {6]  2010/2026 Dyn. taint Valgrind 3.23+patch {40]  doc  Address range (byte-level)

DATA 8] 2018/2018 DYM- trace ecmp +
statistics test

Microwalk [28] 2022/2025 Dyn. trace cmp  Git v3.1.1 doc
Pitchfork [42] 2020/2020 Sta. symbolic Git 8a3d325 repo.

Git 9d467ed. doc; Input files (bit-level difference)

Input files (bit-level difference)
Address range (byte-level)

5. Benchmark Implementation

We instantiate AutoBench-CT with 16 cryptographic im-
plementations and six binary-level CT analysis tools, and
prepare ground truth using the procedure of Section

5.1. Cryptographic Implementations Under Test

We select 16 representative implementations spanning
symmetric, asymmetric, and post-quantum cryptography,
taken from BearSSL 0.6 (AES-CBC, AES-GCM, CHA-
SSE, CHACHA, CTAES-CBC, CTAES-GCM, ECDSA,
RSA-OAEP), MbedTLS 3.6.3 (AES-CBC, CHACHA,
ECDSA, RSA-OAEP), PQClean commit 2cc6471 (ML-
KEM key generation, ML-KEM decapsulation, HQC decap-
sulation), and Ryde signing from a related work [18]] which
collects an earlier version of Ryde’s official implementation
that contains a representative CT violation (code link). We
always treat the secret key as the “secret”. All AES and
CHACHA implementations perform decryption, while all
RSA and ECDSA implementations perform signing. Each
implementation is compiled with Clang 18.1.8 under
all four combinations of {-00, -03}x{-m32, -m64},
yielding 64 tasks in total.

We intentionally include implementations with known
CT violations, including ones covered by recent CVEs (e.g.,
CVE-2025-52473, CVE-2024-36405, CVE-2022-0778) and
prior literature [40], [72l]; implementations whose name
starts with “CT” are intended to be CT. Across all 64
tasks, we manually labeled 2227 reported violations. We
count each leaky source line once per task, so the same
line appearing in two binaries of the same implementation
under different flags is counted twice (e.g., BearSSL AES-
CBC has 36 violations in each —00 binary and 32 in each
—-03 binary, totaling 36-2 4 32-2 = 136). Unlike prior
benchmarks [26], [20] that fix one compile configuration, we
vary both optimization level and architecture, which alters
binary structure even for identical source code.

5.2. CT Analysis Tools Under Test

We evaluate six binary-level CT analysis tools, summa-
rized in Table 2| They were chosen because they are either
popular among industrial developers [[15] or frequently used
as baselines in the literature [21], [20], [26], [17], [18],
[19]. The six tools span both dynamic and static families
and four sub-techniques (Section [3.2): dynamic taint (CT-
grind), dynamic trace comparison (DATA, Microwalk), dy-
namic symbolic execution (Abacus), and static symbolic

execution (Binsec, Pitchfork-angr). We additionally apply
the Kyberslash patch [40] to CT-grind to enable variable-
time-instruction (e.g., divisions) checks, and treat DATA as
two analysis targets: DATA-P1, which performs the first-
phase dynamic trace comparison to detect CT violations;
and DATA-P2, which performs the second-phase dynamic
fix-vs-random dynamic tests to filter out “unleaked” viola-
tions detected in DATA-P1. CT-grind, which is based on
Valgrind [16]], and Binsec, which is based on BINSEC [73]],
are being actively maintained, while the remaining four tools
are academic prototypes We set up all tools following their
public instructions. Details for each tool are in Appendix
As shown in Table all tools satisfy AutoBench-CT’s
granularity requirement of marking at least an entire variable
as the secret (Section [4.2)).

Compared with prior benchmarks [26]], [20] and re-
cent composite pipelines [17], [18], [19], we share all
binary-level CT analysis tools, while excluding non-binary-
level (e.g., Flowtracker [11]) and statistical-only (e.g.,
Dudect [10]) approaches to maintain fair binary-level ground
truth. We focus on binary analysis because compiler-induced
CT violations [[74], [L7], [75]], [72] are only observable at the
binary level. We also exclude MemSan (working on LLVM
IR) from the main evaluation because of unfair comparison.
However, we discuss it in Section [6.5] individually.

5.3. Evaluation Configuration

We ran all experiments on an Intel i7-14700K machine
(64 GB RAM, Ubuntu 22.04). Each implementation was
compiled with Clang 18.1.8 using its upstream library’s
default flags, with ~00/-03 and -m32/-m64 appended to
override the optimization level and target architecture as the
task required, and —g added to retain debug information. For
tools that report violations only at binary addresses (Binsec,
DATA, Microwalk, Pitchfork), we mapped reports back to
source lines with 11vm-addr2line.

While prior work [8]] reports that 10 inputs suffice for the
execution coverage of complex cryptographic programs, we
provided 16 inputs for each task (same as prior works [20],
[28]) to be conservative. We also measured per-task line
coverage for 16 inputs and observed 90% of the program’s
lines with all core cryptographic computation (e.g., AES
round operations, big-number modular exponentiation, and
polynomial arithmetic) across all evaluated tasks have been
covered. Uncovered lines correspond to public-flag-gated
branches unreachable in our setup. For instance, since we
always invoke ML-KEM decapsulation, the flag for matrix
generation is always set to the transposed-matrix branch,
making the original-matrix branch unreachable.

Typically, we kept the default settings for all tools as
soon as they were installed. However, we increased Binsec’s
sse-depth to 10% (consistent with prior works [20], [17]]),
and further sse—jump-enum to 10%, to avoid too-early
path-cut limited by its too small default settings (1,000 and
3, respectively). We further replaced selected glibc rou-
tines (memcpy/memcmp/memset /memmove) with exter-
nal implementations to avoid Binsec consistently stalling


https://github.com/Fraunhofer-AISEC/DATA/tree/9d467eda8297556a96becbed8726eaa77e7a5b23
https://github.com/s3team/Abacus/tree/f35c039796ef77a3eaba2b49ce3df7a27e17cca5
https://github.com/binsec/binsec/blob/master/doc/sse/relse.md
https://github.com/agl/ctgrind
ttps://github.com/Fraunhofer-AISEC/DATA/tree/9d467eda8297556a96becbed8726eaa77e7a5b23
https://github.com/Fraunhofer-AISEC/DATA/blob/master/USAGE.md
https://github.com/microwalk-project/Microwalk/tree/v3.1.1
https://github.com/microwalk-project/Microwalk/blob/v3.1.1/docs/usage.md
https://github.com/PLSysSec/pitchfork-angr/tree/8a3d3253d465aa327f93075d6684d5ad03793283
https://github.com/PLSysSec/pitchfork-angr/tree/8a3d3253d465aa327f93075d6684d5ad03793283
https://github.com/Crypto-TII/pqdss-ct-toolchain

TABLE 3: Operational Cost

Abacus  Binsec CT-grind DATA-P1 DATA-P2 Microwalk Pitchfork
Time (5) 14X 01-X 48710 22-1.7K 2.1-1.7K  1.0-X 1.4-X
! (15 (1.0K) (6.1) (11 (18) (6.1) (17)
RAM (MB) 40- I3 64 EE 133288 396-EE 405-EE 34-93K [95-KX

65)  (863) (180) (2.8K)  (2.8K) (160) (263)
. 0.6-2.5K 0.8-1.7 0.1-147 14-36K 14-36K 0.8-40K 0.8-18
Disk MB) sy "09) (05 (4] 7 (44) 1.0)
Exit 26/32  30/64  64/64  30/32  30/32 29/32 42/64
Normally  (81%) (47%) (100%) (94%)  (94%)  (91%)  (66%)

For Time, RAM, and Disk, the upper line is min-max and the lower line is median.
X refers to timeout (3600 s), and X8 refers to exceeded the RAM limit (50 GB).
‘Exit Normally’ refers to the number of tasks that the tool self-terminates without
crashes, and its percentage. Due to compatibility issues, Microwalk and DATA
are evaluated on 64-bit tasks only; Abacus on 32-bit only; the others on all 64
tasks. Numbers >1000 are shown to two significant figures with the ‘K’ suffix.
Full per-task-complexity-class statistics is in Appendix

there. For fairness, violations at those replaced functions are
ignored. We did not observe such default-setting issues in
similar symbolic tools (Abacus and Pitchfork). As a result,
we keep them as default, same as works [20], [17].

We set a 3,600s wall-clock timeout (consistent with
work [20] and twice that of work [18]) and a 50 GB peak
RAM limit for each task to ensure stable execution on our
machine.

5.4. Ground Truth Preparation

After setting up the experiment environment, we fol-
lowed the procedure of Section [4.3] with cross-comparison
threshold ¢ = 2 and then manually verified every classifica-
tion. We independently labeled all 2227 reported violations
and resolved disagreements jointly; only 12 disagreements
arose, all in RSA due to complex data flow.

Automatic cross-comparison initially classified 735 TPs,
1447 FPs, and 45 IGs; after manual verification, the final
ground truth contains 2058 TPs, 18 FPs, and 151 IGs. The
large FP-to-TP correction stems from the 32-bit tasks: only
CT-grind and three symbolic tools support —m32, but all
symbolic tools suffered from incomplete analysis in most
of these tasks. Thus, violations reported only by CT-grind
were initially miscounted as FPs by cross-comparison and
were corrected manually.

We summarize the characterization of all 16 selected
cryptographic primitives in Table [§] in Appendix [C]

6. Evaluation

In this section, we report the quantitative results and
answer the three research questions in Section

6.1. Operational Cost Evaluation

Table |3| summarizes operational cost. For architectural
compatibility, we restrict the evaluation of Microwalk and
DATA to 64-bit tasks and Abacus to 32-bit tasks. CT-grind
is the only tool that completes every task within the resource

budget, with median runtime in seconds and median peak
RAM 180 MB, although its Class-4 runtime spikes to 710s
on Ryde-1f. DATA and Microwalk each fail two Class-4
Ryde tasks, and Microwalk additionally fails HQC -00
at Class 3. All of them suffer from RAM exhaustion or
timeout while collecting Intel-Pin traces, but Microwalk
crashes early once the trace size hits a threshold, keeping
its RAM records finite. All three symbolic tools (Abacus,
Binsec, Pitchfork) hit both timeouts and memory limits,
consistent with prior findings on path explosion or solver
saturation (e.g., RSA GCD) [20], [[L8]. Among them, Abacus
exhausts resources less often than Binsec and Pitchfork.

The per-tool extremes show two distinct failure shapes.
Symbolic tools are bimodal, where many tasks can finish
in seconds, but a substantial fraction exhaust resources.
Intel-Pin trace collectors (Microwalk, DATA, Abacus) suffer
from large traces tens of GBs of disk and exceeding 50 GB
of RAM consumption. CT-grind alone keeps a low and
stable footprint across all complexity classes. According to
Table [8] and Table 3] for the symbolic tools, task scale alone
does not explain symbolic tools’ failures. The bimodality of
failures comes from whether they face an analysis barrier.
Without those barriers, they can finish the analysis quickly.
Otherwise, they exhaust the analysis budget. For instance,
Binsec times out at a Class-2 task (BEARSSL AES-GCM
-00 -m64) due to solver saturation. However, it success-
fully completes a Class-3 task (MBEDTLS CHACHA -03
-m64), whose binary size, number of machine instructions,
and program complexity are higher than BEARSSL AES-
GCM. In contrast, dynamic tools are solely influenced by
the task scale.

Overall, CT-grind delivers the most robust and scal-
able operational performance, combining low resource
consumption with a 100% completion rate across all
program classes.

6.2. Detection Quality Evaluation

Table f] summarizes detection qualities. No tool catches
every TP, and only CT-grind and the trace-comparison tools
(DATA, Microwalk) reach non-trivial recall.
32-bit tasks. CT-grind detects all TPs except the 36
violations in MBEDTLS AES-CBC, due to being unable to
track explicit flows of secret-indexed memory accesses [20],
[13], and adds two FPs. However, all those missed TPs
are detected by, and only by, Binsec. Among the three
symbolic tools (the only others supporting 32-bit), Binsec
and Abacus reach 0.16 relative recall and Pitchfork only
0.05. All three suffer from resource exhaustion, path cutting,
and unsupported symbols (e.g., SIMD in Abacus) [20], [17],
[18]]. Pitchfork additionally terminates each path on the
first violation found, which is its designed behavior (and
is consistent with the settings in work [17]]). We attempt
to override it to let it continue, but it can stall even at a
single branch (e.g., enumerating 2256 paths, for one branch
per iteration over 256 iterations, in Listing [I] line 4).
64-bit tasks. CT-grind again leads with 0.71 recall, 392
unique TPs, and four FPs. The big drop in recall is due to



TABLE 4: Detection Quality Statistics

32-bit 64-bit

acus Binsec CI-grin - icrowal Ttchfor] acus Binsec -grin - icrowal Ttchfor]
Expected TPs 876 876 876 876 876 876 876 1182 1182 1182 1182 1182 1182 1182
Detected TPs 140 139 840 - - - 44 - 139 840 739 277 380 32
Detected FPs 0 0 2 - 0 - 0 4 12 4 4 0
Detected URs 0 36 661 - 0 - 0 392 165 0 31 0
Precision 1.000  1.000 0.998 - 1.000 1.000  0.995 0.984 0.986 0.990 1.000
Recall 0.160  0.159  0.959 - - 0.050 0.118  0.711 0.625 0.234 0.321 0.027
Flip CT — Non-CT 0/0/15 0/0/15 1/0/15 - - 0/0/15 0/0/14  0/0/14 2/0/14 2/0/14 2/0/14 0/0/14
Flip Non-CT — CT 11/11/17 7/7/17  0/0/17 - - 6/6/17 8/8/18  0/0/18  4/2/18 6/2/18 5/2/18 9/9/18

Classification flipping rows are represented as [c/k/n].

c: number of tasks being flipped. k: number of incompleted tasks in c. n: expected number of tasks being

CT/Non-CT. An ‘incomplete task’ means the tool crashed, exhausted resources on it, or the analysis was early terminated due to path cutoff (Symbolic tools only).

violations reported by DATA and Microwalk, which do not
run on 32-bit. Specifically, DATA-P1 (0.63, 165 URs) and
Microwalk (0.32, 31 URs) complement CT-grind by catch-
ing implicit-flow violations that it misses (e.g., MbedTLS
RSA-OAEP -00). However, trace comparison still fails on
tasks without trace divergence (e.g., BearSSL. RSA-OAEP
—-00). Binsec and Pitchfork report no unique TPs, but inherit
their 32-bit struggles. Notably, DATA’s differential-slicing-
based alignment [76] exhibits the same saturation effect
previously documented for Microwalk [28]]: each tool occa-
sionally misses violations the other reports (e.g., MbedTLS
RSA-OAEP -00).

False positives. Only the symbolic tools produce no FPs.
Trace-based tools cannot distinguish violations driven by
secret-independent randomness (e.g., ML-KEM key gen-
eration internally produces a random secret whose traces
differ per run). DATA-P2’s statistical post-processing nei-
ther eliminates such FPs (PQClean ML-KEM Keygen —-00)
nor preserves all TPs in DATA-P1 (it removes TPs from
PQClean HQC-DEC -03). Taint analysis is immune to
randomness FPs but flags dead secret-dependent branches
(e.g., Ryde sign —00) [18].

Classification flipping. Although no single tool catches ev-
ery TP, only CT-grind never flips a task’s classification from
non-CT to CT (i.e., reports no violations on a non-CT task).
The reason is that its main FN classes are count-reducing
issues (e.g., implicit flows) rather than classification-flipping
issues (e.g., unsupporting variable-time instructions). All
three symbolic tools flip ~ 50% of non-CT tasks as CT,
primarily because their analyses do not complete (early-cut
paths or resource exhaustion). DATA and Microwalk each
flip about five non-CT tasks, from missing trace divergence
or from resource exhaustion. However, DATA-P2’s statistical
filter is particularly damaging. It flips two further non-CT
tasks to CT by removing TPs, making it unreliable as a
CT-violation detector. In reverse (CT — non-CT), only CT-
grind, DATA, and Microwalk flip tasks, all due to FPs.
Impact of compilation. An interesting finding is that the
compilation procedure may affect how a CT violation is re-
ported. Specifically, we find that compiler optimizations may
alter binary-to-source mappings, leading to fewer reported
violations. For example, the number of violations reported
in Clang compiled BearSSL AES-CBC -03 is fewer than
-00. We further test the binary of BearSSL AES-CBC
and AES-GCM compiled with GCC 11.4.0 and find that
mapping binary location to the source line may also generate

TABLE 5: Potential Issue Diagnosis

Type Issue

Secret dependent memory access

Secret dependent conditional branch

Secret dependent variant-time instructions
SIMD support

32-bit support

64-bit support

No divergence on traces

Uncompleted analysis due to scalability
Violations induced by compiler optimizations

C-F

FN
w9999 N9 9 NN | Abacus

2w o NSNS SN N | Binsee
SNSSSSSA Y| CT-grind

Explict flow by memory access
=4 P
O Implicit flow

Analysis saturation

NN NN N2 SN | DATA-PIL
NN NSNS\ | DATA-P2
CNN NN 0N e NN | Microwalk

<o e KNS e A Pitchfork

o N

LN e

. Secret-independent violations v ?
D) Over approximation v

Dead branch v

2

a4

FP
AN
BEN
o\ v
AN

We use v for a tool that detected at least one labelled violation in FN issues or
at least one task has been finished but none of the labelled violations reported in
FP issues. Otherwise, it is represented as ?, as an indicator of a potential issue for
manual confirmation. C-F for Classification-Flipping and C-R for Count-Reducing.

incorrect source locations under non-O0 optimization levels.
It is different from the well-known compiler-induced CT
violations [74], [17, [Z3l], [72], which may increase the
number of TPs. Instead, we find that compilation optimiza-
tion may cause troubles to locate the CT violation in the
source code when investigating or fixing the violation. We
do not count them as FPs or FNs, as the tools correctly
identified them in the binary, and the mapping mechanism
is orthogonal to the design of CT analysis tools.
Automatic issue diagnosis. Table [5] lists automatically di-
agnosed issues. The results show that AutoBench-CT recov-
ers documented limitations [20], [28]], [21], [L5]], [8], [17],
[[L8] of CT-grind, Microwalk, and DATA, and discovers two
new ones: DATA still suffers from analysis saturation, and
DATA-P2’s statistical post-processing still produces FPs. For
the three symbolic tools, most flagged issues stem from
incomplete analyses. To further diagnose them, one needs
to make manual efforts to either modify the program under
test or update the tool.

Variable-time instructions. Only CT-grind and Binsec sup-
port variable-time instructions. When this option is enabled,
CT-grind assumes and only assumes all integer divisions
as variable-time. In contrast, Binsec additionally considers
integer multiplications, but exposes the assumption of the
set as a configurable feature to allow users to customize



TABLE 6: Usability

Abacus Binsec CT-grind DATA-P1 DATA-P2 Microwalk Pitchfork

Uninter-  0/296 110/720 240/46232 522/1774 53/544  0/46494  0/6427
pretability (0.0%) (153%) (0.5%) (29.4%) (9.7%)  (0.0%)  (0.0%)
Lines per 5 25 1983 2793 2199.1 6.4 61.2
Violation

TTFO (s) 00 0.0 0.1 0.1 0.1 02 0.0

min-max X X 0.1 1665 1575 X 0.1

Uninterpretability counts the number of hard-to-analyze violations over all viola-
tions the tool reports. X for timeout.

which instructions are considered variable-time for different
microarchitectures. To match the threat model on Intel i7-
14700k (Section {.1), we configure Binsec to check only
integer divisions. Consequently, no entries in Table [] or
Table [3] are affected by the divergence of different variable-
time set assumptions, as none of the tools assumes a
variable-time set beyond the threat model’s. Table [5] also
correctly shows CT-grind and Binsec as the only two tools
supporting variable-time checks.

Overall, CT-grind achieves the highest precision, re-
call, and number of unique findings among all evaluated
tools.

6.3. Usability Evaluation

Table [ summarizes usability. CT-grind generates the
largest raw volume (46,232 violations vs 2,227 unique Vvi-
olations), since it re-reports the same line once per distinct
call-context execution [20]. Microwalk and Pitchfork show
similar repetition.

Source-level interpretability. Abacus, Microwalk, and
Pitchfork map every violation back to a source line, and
CT-grind reaches 0.5% uninterpretability. DATA-P1 (29.4%)
and Binsec (15.3%) are far weaker. This appears at both
-00 and -03, so it is not purely an optimization arti-
fact. Additionally, Binsec can produce a report with all
reported violations that are unintepretable (e.g., it returns six
binary-address violations on HQC DEC -03, none of which
llvm-addr2line resolves). Such reports can confuse
developers in determining whether the program is actual CT.
Report verbosity. CT-grind and DATA generate hundreds
to thousands of lines per violation, while it is 61 for Pitch-
fork generates and < 10 for the rest. Note that CT-grind
supports two report formats: plaintext and xml. Such a
volume is driven by its XML format used for automated
processing, while its plaintext format averages only 24 lines
per violation.

Runtime feedback. Only CT-grind, Binsec, and Pitchfork
stream results during execution; the others report only at
completion. Pitchfork continuously outputs the current ex-
ecution point, while CT-grind and Binsec stay silent until
the first violation. For Binsec, this can mean the developer
waits up to the 3,600 s timeout with no feedback. However,
CT-grind usually completes in seconds, so the limitation is
rarely observed in practice.

Opverall, CT-grind offers the most balanced usability:
high interpretability, runtime feedback, and a plaintext-
report option that controls verbosity.

6.4. Ablation Study of Composite Pipelines

All three 2025 composite-pipeline works [L7], [L8],
[19] pair taint-based dynamic analyzer(s) with a symbolic
static analyzer. We use the per-task data from §6.2| to test
whether this taint+symbolic recipe is empirically optimal.
For fairness, Abacus is compared on 32-bit tasks only, while
DATA and Microwalk are compared on 64-bit tasks only.
Detection coverage. CT-grind reports hundreds of unique
TPs across every level (Table [d)), so any maximum-coverage
pipeline must contain it. Starting from CT-grind, Abacus
contributes nothing (MDY (Abacus | CT-grind) = 0);
Binsec contributes 36 and 44 TPs in 32- and 64-bit tasks,
respectively; Pitchfork contributes 8 unique TPs in 64-bit
tasks only, but they disappear once a CT-Binsec pipeline
is used (MDY (Pitchfork | {CT-grind, Binsec}) = 0). In
contrast, Binsec still contributes 72 TPs in a CT-Pitchfork
pipeline (MDY (Binsec | {CT-grind, Pitchfork}) = 72).
It justifies the “CT-Binsec” recipe in prior works [17],
[L8] on coverage grounds, and may also explain why Bin-
sec frequently became the choice of the symbolic tool in
recent works [20], [18]], [15], [21]. However, CT-Binsec
stops at a 64-bit recall of 0.748, while adding a dy-
namic trace-comparison tool changes the picture: CT-DATA
reaches 0.974, and CT-DATA-Microwalk reaches 1.000.
Critically, once a trace-comparison tool is in the pipeline,
MDY (Binsec | {CT-grind, DATA}) = MDY (Binsec
{CT-grind, Microwalk}) = 0. Trace comparison tools sub-
sume Binsec’s explicit-flow advantage and close CT-grind’s
implicit-flow blind spot (the only two FN classes known for
CT-grind), while CT-grind in turn covers the no-divergence
and scalability failures of trace-comparison. Conversely,
symbolic execution adds nothing to them.

Operational practicality. CT-Binsec consumes a median of
1196 s and 1.7 GB peak RAM yet finishes only 15/32 tasks
within budget at recall 0.748. CT-DATA finishes 30/32 tasks
at recall 0.974 in 18s and 2.8 GB; CT-Microwalk finishes
29/32 at recall 0.826 in 11's and 0.2 GB. Both taint-+trace-
comparison pipelines therefore deliver substantially higher
recall and complete roughly twice as many tasks in two
orders of magnitude less time. Consequently, CT-Binsec
has no competitive advantage. Extending CT-DATA with
Microwalk closes the residual 0.026 recall gap, but at +22%
median time and +45% disk overhead, and one fewer task
within budget (30/32 vs 29/32). Furthermore, this gap is an
artifact of the count-reducing trace saturation issue [28] in
both DATA and Microwalk: a violation will re-surface once
its parent is fixed. We therefore recommend CT-DATA as
the empirically optimal pipeline for CT violation detection.
Verification coverage and the residual role of symbolic
tools. A purely dynamic pipeline cannot prove that a pro-
gram is CT, which is why the security argument for keeping
symbolic tools in the recipe holds. Among the six evaluated
tools, only Binsec and Pitchfork are sound by construction;




Abacus, despite using symbolic execution, runs on Intel-Pin
traces from concrete inputs and inherits the soundness gap
of dynamic coverage. In practice, the proof capability of the
two sound tools is much narrower than the recipe assumes.
Of the 29 tasks intended to be CT, Binsec certifies 16 (55%)
and Pitchfork certifies 19 (66%). All the certified tasks are
AES/CHACHA implementations at Classes 1-3, but none
(Pitchfork proves one) of the post-quantum implementations
at Classes 3—4. Similarly, Binsec in work [18]] completes
zero post-quantum cryptography analysis. Thus, slotting ei-
ther tool into a composite pipeline does not unlock proofs
on the code, unless users first manually slice the program
into small fragments and re-annotate secrets per fragment.
However, only symbolic execution may certify the ab-
sence of CT violations under bounded soundness. What our
results challenge is the operational claim that symbolic tools
should be a drop-in pipeline component. Overall, given
the strong detection coverage and operational efficiency
of the dynamic pipeline (‘““CT-DATA”), we recommend
using it first to eliminate reported violations. Symbolic
tools (e.g., Binsec) can be reserved for a final bounded-
sound verification stage (rather than violation finding)
when the dynamic pipeline is silent, thereby minimizing
symbolic cost while retaining proof capability.

6.5. Comparison with a Non-Binary-Level Tool

To probe the gap between binary and non-binary level
analyzers, we additionally run MemSan [34] (Clang 18),
a dynamic taint analyzer on LLVM-IR that uses a similar
conceptual approach as CT-grind. MemSan supports only
64-bit binaries. It executes the compiled binary concretely,
but its taint instrumentation is injected at LLVM-IR compile
time, so violations are reported at LLVM-IR granularity.
Because it does not distinguish A/B/V violation types, we
relax the violation match to “same source line” for this
comparison, under which our 64-bit ground truth reduces
to 1055 TPs and 16 FPs. While it is unfair to use binary-
level labels to evaluate MemSan, we aim to disclose whether
it can identify violations that remain in executables.
Detection. MemSan completes all 64-bit tasks faster than
CT-grind (median 1.5s, 0.09 GB peak RAM, excluding IR-
generation time). It reports 267 violations, of which 150
match labeled TPs and zero FPs/IGs. The other 117 do not
appear in our ground truth. Compared with the expected
1055 TPs, MemSan reports only a small subset of secret-
derived violations. Our analysis suggests that it is due to an
aggressive reporting policy: MemSan shadow propagation
completes through every IR instruction, but its runtime
emitter deduplicates warnings sharing the same provenance
chain, so many downstream operations (e.g., AES round
key derived from the secret key) are consolidated into the
earliest parent violation rather than re-reported individually.
It also underestimates the gap between LLVM-IR and the
final binary (e.g., HQC-DEC -03 has only three compiler-
induced violations, but MemSan reports zero violations
there). Furthermore, MemSan cannot detect variant-time-
instruction violations.

Tool-induced “mirage” violations. The 117 (44% of
all reported) MemSan reports without a ground-truth
match are noise from MemSan’s own checks (induced
by —-fsanitize instrumentation) but not real viola-
tions. For instance, MemSan reports a violation at HQC
DEC -O0 vector.c line 82 (Link), which calls func-
tion reduce (), with binary address 0xdOffc. By dis-
assembling, this address is a sanitizer-inserted call
_ _msan_warning_with_origin which is MsSan’s
runtime warning emitter. The preceding three instruc-
tions (cmp ...; Jje ...; mov ., %edi) form the
shadow-byte guard that —fsanitize=memory injects to
decide whether to invoke the emitter. Together, all four
instructions are sanitizer-only, and the source line 82 com-
piles to a CT Barrett arithmetic, triggering no violation in
any other tool when compiled without the sanitizer flags.
We confirm that all 117 reports land on sanitizer-inserted
warning calls, not on user code. Those reports flip the
classification of eight of 14 tasks from CT to non-CT.

As noted in Section [4.3] CT-grind sometimes flags lines
inside the tool itself as well. Excluding repeated reports
but including IGs, we found 76 such cases (4%) among
its 1797 reported violations. Different from MemSan, CT-
grind never modifies the binary. Instead, it runs the program
inside Valgrind, which may intercept glibc calls by its
own implementations and report any violations found in
them. However, the user impact is very different. CT-grind’s
mirages can be filtered directly from the source-level report:
they always sit inside a small, fixed set of Valgrind-internal
functions whose labels start with vg_. In contrast, the
offending instructions are sanitizer’s code with no source-
level counterpart, yet MemSan still attributes each one to
a valid source line in the user’s program. Unless inspecting
each reported binary address, they are indistinguishable from
real violations in source-level reports.

6.6. Answer to RQ1: Which Tool Achieves the
Strongest Overall Performance

CT-grind dominates in operational performance and de-
tection quality, with low and stable resource use and the
highest precision and relative recall among the six. Al-
though it produces verbose reports, its report interpretability
remains acceptable: fewer than 1% of reported violations
are uninterpretable, and it provides intermediate feedback
during execution. This quantitatively explains the user-study
finding [15] that CT-grind remains the most-used tool in
industry: it offers the best balance of scalability, accuracy,
and usability among all evaluated tools.

6.7. Answer to RQ2: Recurring Limitations

We identify four mostly recurring limitation patterns that
appear across the six evaluated tools plus MemSan.
Exhaustive resource consumption on path exploration.
All tools except CT-grind and MemSan hit a resource
exhaustion limit. Intel-Pin trace collectors (Microwalk,
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DATA, Abacus) consume up to 50 GB of memory or disk,
while symbolic tools (Binsec, Pitchfork, and the dynamic-
symbolic Abacus) suffer from path explosion and are prone
to incomplete analysis.
Tool-induced violations. Tools may unintentionally modify
analysis targets and introduce violations that do not exist
in the original program. CT-grind introduces 4% of them,
while the number for MemSan is 44% (which flips the
classification of eight of 14 tasks from CT to non-CT). These
tool-induced violations can misclassify a program’s CT/non-
CT status and confuse developers in issue localization.
Precise data-flow tracking. Four tools explicitly exhibit
data-flow tracking limitations, while the other three are
under-determinant. Fully capturing both explicit and implicit
data flows is challenging, leading to missed violations (best
recall is only 0.71 in 64-bit tasks). Moreover, incomplete
data-flow information hinders tools from reliably determin-
ing whether detected violations are truly secret-dependent.
Report interpretability and runtime feedback. Four tools
generate massive output (tens of thousands of violations,
or hundreds of lines per violation), three tools produce
uninterpretable locations (~10% for two of them, 29% for
one), and no tool tells the user, during execution, which
fragments have already been verified CT.

Because no single tool captures all TPs (0.71 best on
64-bit tasks and 0.96 best on 32-bit tasks), we strongly
recommend combining tools together as discussed in RQ3.

6.8. Answer to RQ3: How should CT Analysis
Tools be Combined in Practice?

The dynamic taint4symbolic recipe shared by three
recent composite-pipeline works [18]], [L7], [19] is not the
empirically optimal composition. Our ablation study shows
that the dynamic taint4-trace comparison pipeline (“CT-
DATA”) reaches 0.974 recall and remains practically deploy-
able (30/32 tasks within budget). Symbolic execution retains
a unique role for verification of small, dynamically clean
fragments, rather than for improving detection coverage.

6.9. Recommendations for Future Works

For future tool designers:

Ensuring the scalability first. Among the evaluated tools,
only CT-grind consistently completes all analyses within the
time and memory budgets. Even so, it already experiences
noticeable pressure when analyzing large post-quantum im-
plementations such as Ryde-1f. As those cryptography will
be deployed in the near future, scalability will become an
essential requirement for practical CT verification.

Being careful of modifying analysis targets. Modifying
the analysis target can bring tool-induced violations. While
our experiments only identified such an issue in Valgrind
and LLVM-IR instrumentations, we remind tool designers
to be careful if similar modifications exist.

Improving report interpretability. Readable and action-
able reports substantially reduce the effort required for fixing

CT violations. Tools can improve usability by consolidating
duplicate messages, reporting concise violation summaries,
and providing additional contextual information, such as call
stacks, related addresses, or reporting the range spanned
by the nearest instructions that do map to source code, for
violations that are difficult to map back to source code to
narrow down the human searching space.

Advancing CT analysis through specialization. Our ex-
periments suggest that combining complementary tools can
improve security assurance without requiring a single tool to
handle all classes of CT violations. We thus encourage fu-
ture work on lightweight, specialized analyzers that address
specific limitations and integrate into composite analysis
pipelines. Such an ecosystem would enable the community
to build progressively stronger CT assurance through com-
plementary advances across tools and techniques.
Evaluating tools with comprehensive quantitative met-
rics. We encourage future tool papers to adopt shared
benchmarks with comprehensive quantitative metrics that
are of concern to the community (e.g., those in AutoBench-
CT), turning competing claims into measurable progress and
giving users a quantitative basis for tool selection.

For future cryptography programmers:

Using composite analysis pipelines. No single tool detects
all CT violations, but combining complementary tools can
substantially improve coverage. In particular, “CT-DATA”
achieves much higher detection coverage than any individ-
ual tool with manageable additional cost. Beyond viola-
tion detection, users can balance bounded-sound verification
against practical analysis cost based on their security needs.

7. Limitations

Our work aims to improve the quantitative evaluation of
CT analysis tools and provide practical guidance for tool and
methodology selection, rather than declaring a universally
best solution. We focus on violation detection in x86 binaries
compiled from C, and do not evaluate dimensions such
as formal CT proofs or applicability to other platforms
and languages (e.g., Microwalk extension Easywalk [31]]
for JavaScript). In addition, our results may not reflect the
maximum achievable performance of tools under extensive
expert-driven tuning (e.g., Binsec in work [18]]). To reduce
evaluation bias and improve reproducibility, all tools are
configured strictly according to their official public doc-
umentation (Table 2) with minimal manual intervention.
Furthermore, not reporting some violations may be due to
the specific reporting policy rather than the ability to detect
them. For instance, implicit-flow violations are arguable
as reported violations [20], [[11], and tools like MemSan
may have aggressive filtering policies to avoid reporting
them. Instead of justifying which policy is correct, we
marked all violations that indeed violate the CT policy
as TPs, quantified the cost of ignoring them, and left the
options to users. Finally, the ground-truth set for Vv labels
is a microarchitecture-dependent choice. In future work,
AutoBench-CT will support automatically filtering V-related



reports by checking each reported binary location against an
architecture-specific V instruction list.

8. Conclusion

We presented AutoBench-CT, a unified benchmark with
per-violation ground truth and quantitative metrics for CT
analysis tools. We quantitatively showed that CT-grind, a
tool published in 2010, still outperforms other tools by
achieving the best across all three evaluation categories. We
raised six recommendations for future tool designers and
users, and recommended the taint+trace comparison (CT-
DATA) pipeline for CT violation detections.
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Appendix A.
AutoBench-CT Framework Details

This appendix provides the full concrete realization of
AutoBench-CT— its modular architecture, the two execution
workflows, and the procedure for extending the benchmark
with new programs or new tools — whose logic is summa-
rized in Section

A.l1. Architecture

Inspired by well-established benchmarks for evaluating
software testing and verification tools, such as Magma
and SV-COMP [63]], [23]], AutoBench-CT also has a modular
design and ground-truth labels. It is decoupled into three
components to facilitate customization and future extension.
We present a design overview in Figure [T} It uses multiple
core engines to manage all tests and decouples the config-
uration of constant-time analysis tools and programs under
test into two parts.

Benchmarks. As shown in Figure [I] we refer to the
first component as Benchmarks. It contains all programs
under test to be analyzed by constant-time analysis tools.
Each program is structured as an independent fask mod-
ule that contains the program’s source code, ground truth
labels, program inputs that were prepared in advance, a
metadata.yaml file that stores basic program character-
istics (e.g., Cyclomatic complexity [67]), and a Makefile.
The program under test is implemented in task.c and
wrapped using a unified interface defined in config.h.

Listing 2 An example of AutoBench-CT’s Task Driver for
CT-grind.

int main(int argc, char xargv[]) {

1

2 SECRET_TYPE secret [SECRET_LENGTH];

3 int ret = read_secret (secret,

4 SECRET_LENGTH, argv[l]);

5 init_task(argv[1l]);

6 VALGRIND_MAKE_MEM_UNDEFINED (secret,

7 sizeof (SECRET_TYPE) «SECRET_LENGTH) ;
8 task (secret, SECRET_LENGTH) ;

9 return O;

Specifically, the core program under test is implemented in
task (...), whose arguments specify the secret value and
its length. The function read_secret (...) loads the
prepared secret input for task (...) from the program
inputs directory, while init_task (...) initializes
non-secret data required by task (...) (e.g., a fixed pub-
lic key). Finally, the wrapped program is precompiled into a
static shared library. This design allows constant-time anal-
ysis tools to always start analysis from task (...) and to
swap programs simply by changing the linked library when
compiling the executable. Using a static shared library also
ensures the program-under-test binary is consistent across
different tools.

Tools. We refer to the second component, which manages
all constant-time analysis tools under test, as Tools. For each
tool, AutoBench-CT prepares an individual fool module that
contains the tool’s source code, the collected raw reports,
and a task driver (main.c). We present an example of
the task driver for CT-grind in Listing [2] It first declares
and loads the secret value, initializes the task, invokes
VALGRIND_MAKE_MEM_UNDEFINED (...) to taint the
secret for CT-grind tracking, and then executes the pro-
gram under test. A unified Tool Interface is implemented in
tool.py to invoke the tool under test. By feeding a task
name (i.e., program under test), the three functions shown
in Figure [I] initialize the task, invoke the tool to analyze
it through the corresponding task driver, and then parse
the raw analysis report into an expected format and save
it to a file. Similarly to the Task Interface, Tool Interface
enables AutoBench-CT to invoke all supported tools con-
sistently, regardless of their original command-line syntax,
configuration requirements, or execution procedures. It also
eliminates the need for modifying the core benchmarking
framework when integrating new tools.

Core Engine. We build the last component, referred
to as Core Engine, with three Python scripts to manage
the entire workflow of AutoBench-CT. The update engine
(engine_update.py) manages the metadata computa-
tion and ground truth label generation of a task. The execu-
tion engine (engine_exe.py) implements a tool driver
that, by feeding a tool name and a task name, invokes a
tool module to analyze a task module, records the runtime
resource consumptions (e.g., time and peak RAM usage),
and formats reported violation representations. The evalu-
ation engine (engine_evaluation.py) computes the


https://www.post-apocalyptic-crypto.org/timecop
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Figure 2: AutoBench-CT Workflow 1 and 2

evaluation results for metrics defined in Section 4]

A.2. Workflow

AutoBench-CT operates through two major workflows:
Task Initialization (Figure 2) and Tool Evaluation (Figure[2).
Both workflows begin with an initialization phase, where
AutoBench-CT configures all required environment paths
and compiles tools and tasks into a ready-to-use state.

The Task Initialization workflow prepares a task for
analysis. It first computes the metadata (including the com-
plexity) of a program under test using the update engine. By
specifying which tools participate in ground-truth genera-
tion, it then produces ground-truth labels through automatic
cross-comparison, which can later be manually updated.

The Tool Evaluation workflow assesses the selected
tool(s) using the specified task(s), based on the evaluation
metrics defined in Section 4.4} Each tool-task pair is exe-
cuted sequentially while the execution engine monitors run-
time behavior. Once all reports are collected, the evaluation
engine is invoked to finalize the evaluation and generate the
overall benchmark report.

A.3. Extending AutoBench-CT

Because of the modular design, the tools and programs
under test can be easily removed or added. To integrate
a new benchmark task, one should create a task module
that is similar to the example in Figure [I] This involves
adding the necessary source code, implementing the Task
Interface, and configuring the inputs and Makefile. Once the
module is ready, one should run the Task Initialization work-
flow to compute metadata and generate ground-truth labels.
Similarly, adding a new CT-analysis tool requires creating
a tool module, incorporating the tool’s source code, and
implementing the task driver along with the Tool Interface.
Then, one should execute the Tool Evaluation workflow to
evaluate the tool on selected tasks. To update ground-truth
labels for violations reported by the new tool, one simply re-
executes the Task Initialization workflow by adding the new
tool in step four: Tool Selection. Finally, the Capture-the-
Flag—style potential issue diagnosis can also be modified by
updating the issues_configs.yaml to add, remove, or
update challenges in a modular manner.

Appendix B.
Operational Performance by Each Task Com-
plexity Class (Table [7)

Appendix C.
Per-Primitive

(Table

Appendix D.
Constant-Time Analysis Tools: Detailed Setup

Benchmark Characterization

This appendix expands Table 2] with the full description
and setup procedure for each evaluated tool.
Abacus. Abacus [29] (latest HEAD) is a dynamic symbolic-
execution tool that differs from Binsec in two ways: it
captures execution traces with Intel Pin and then performs
trace-oriented symbolic execution directly over x86 instruc-
tions, and it detects violations by solving CT constraints
with a specialized probabilistic algorithm rather than SMT
solvers. Abacus requires DWARF 4 debug info, so we add
—-gdwarf-4 to its compilation flags; it also only supports
32-bit binaries (-m32). We set it up following the |tutorial,
Binsec. Binsec [9] (0.10.0) performs relational symbolic
execution on binaries, checking whether a tainted secret can
cause divergence in memory access or control flow between
two executions. Variable-time checks were added in 0.10.0
as an experimental feature by detecting tainted operands of
multiplication and division. Binsec offers bounded sound-
ness: the analysis is sound up to the number of exe-
cuted instructions. We increased Binsec’s sse—depth to
10% (consistent with prior works [20]], [17]), and further
sse—jump-enum, to avoid too-early path-cut limited by
its too small default settings (1,000 and 3, respectively),
and replaced selected glibc routines (memcpy, memcmp,
memset, memmove) with external implementations in the
task driver to avoid analysis stalls. Violations at these re-
placed symbols are ignored. We set it up following the
tutorial.
CT-grind. CT-grind [6] (Valgrind 3.23), the first published
constant-time analysis tool [15], performs dynamic taint
analysis by marking the secret address as uninitialized and
leveraging Valgrind [16] to track its propagation. Because
Valgrind is widely deployed for memory-safety checking,
CT-grind integrates naturally into developer workflows and
is the most popular CT tool in the industry [15]. By default,
it covers only memory accesses and control-flow transfers;
we applied a recent unofficial patch [40] to extend coverage
to variable-time operations. We set it up following the
tutorial. Note that the original CT-grind patch to Valgrind
is no longer necessary, and prior work [18] may use Time-
cop [[77] (another tool that applies exactly the same CT-grind
approach but simply patches Valgrind functions with another
name). In this paper, we choose “CT-grind” as the canonical
name for this taint-based dynamic analysis approach via
Valgrind, given its historical priority. Since Timecop uses
the same analytical approach, our evaluations transfer to it
directly. Note that work [[17] also uses the name “CT-grind”.


https://github.com/s3team/Abacus/tree/f35c039796ef77a3eaba2b49ce3df7a27e17cca5
https://github.com/s3team/Abacus
https://github.com/binsec/binsec/blob/master/doc/sse/relse.md
https://github.com/agl/ctgrind

TABLE 7: Operational Cost (full distribution per complexity class).

All Class 1 (0.0-14.7) Class 2 (14.7-17.9)  Class 3 (17.9-23.6) Class 4 (23.6-inf)
abacus  1.4-X(15.4) 1.4-21.4 (3.8) 1.6-41.0 (2.6) 1.5-%(21.9) 68.8-X(1429.4)
binsec 0.1-X(1015.3) 0.1-0.3 (0.1) 0.1-X(0.3) 0.1-X(3557.8) 0.1-XX)
. ctgrind  4.8-709.7 (6.1) 4.8-5.9 (5.0 4.9-6.7 (5.9) 5.0-37.3 (6.7) 9.0-709.7 (10.8)

Time (s) DATA-P1 22-1701.4 En.og 22-97 (2.3) 2.2-37.0 E2.3§ 2.3-700.2 (13.4) 6.3-1701.4 E301.8)
DATA-P2 2.1-1670.8 (17.8 2.1-16.9 (2.1) 2.1-43.8 (2.3 2.2-1023.1 (18.6) 6.3-1670.8 (314.4)
microwalk 1.0-X(6.1) 1.0-1.0 (1.0) 1.0-71.5 (1.5) 1.1-773.5 (39.5) 36.4-%(358.1)
pitchfork  1.4-X(17.1) 1.5-16.9 (2.7) 1.5-38.3 (7.2) 1.4-X(523.2) 3.1-X(2591.8)
abacus  40.1 m(ﬁs 1) 40.2-40.4 (40.3) 40.1-67.1 (46.2) 40.5-KX(1255.5) 48.8-KIX(6344.1)
binsec 63.8-EIX(863.4) 68.6-94.5 (92.7) 63.8-9737.9 (94.0)  91.2-EXX(3096.0) 84.9-X(7752.1)
clgrind  137.7-287.7 (180.0) 130.8-183.2 (182.8) 137.7-188.0 (168.0) 138.4-287.7 (181.3)  140.5-224.2 (177.5)

RAM (MB) DATA-P1 396.1-E3%(2837.4)  397.5-2718.9 (398.4) 396.1-3120.0 (407.3) 420.0-46624.2 (2872.8) 3041.5-E2%(3598.7)
DATA-P2 405.2-E3%(2836.6)  405.9-2797.6 (415.5) 405.2-3115.8 E416 2) 416.2-40352.4 (2862.5) 3325.8-EIE(11311.5)
microwalk 133.5-9264.5 (159.7) 133.5-146.9 (142.5)" 144.3-2090.2 (153.8) 151.6-7158.7 (273.8) = 171.7-9264.5 (1541.0)
pitchfork ~ 195.0-E2%(263.4) 211.8-312.3 (225.6) 207.4-349.2 (249.8) 195.0-E3%(1699.4) 217.1-EK(12649.5)
abacus  0.6-2474.7 (5 4) 0.6-1.0 (0.9) 1.6-6.9 (3.6) 1221004 (95.4) 4793 24747 (1499.9)
binsec 0.8-1.7 (0.9) 0.8-1.1 (0.9) 0.8-1.1 (0.9) 0.8-1.4 (1.1) 1.7-1.7

. ctgrind  0.1-146.5 (0.5) 0.1-1.2 (0.1) 0.1-29.6 (0.1) 0.1-73.5 (0.3) 1.1-146. 5 (87 2)

Disk (MB) DATA-P1 1.4-35881.4 (40.7) 1.4-5.9 (2.0 1.7-571.1 (7.9) 9.6-35881.4 5202.4) 952.5-27377.2 (11672.8)
DATA-P2 1.4-35881.4 (46.5) 1.4-7.0 (2.0 1.7-577.6 (1.9 9.6-35881.4 (205.8)  1076.4-26819.8 (10858.3)
microwalk 0.8-39573.5 (43.5)  0.8-6.2 (1.6 1.9-3517.3 (23.7)  5.8-39573.5 (1027.8) 1920 7-32489.4 (9853.2)
pitchfork  0.8-17.5 (1.0) 0.8-1.0 (1.0) 0.8-1.2 (1.0) 0.9-17.5 (1.2) 1.8-3.1 (2.4)
abacus  26/32 (81.2%) 3/3 (100.0%) 9/9 (100.0%) 11/14 (78.6%) 3/6 (50.0%)
binsec 30/64 (46.9%) 7 7 (100.0%) 14/19 (73.7%) 8/26 (30.8%) 1/12 (8.3%)

L . ctgrind  64/64 (100.0%) 717 (100.0%) 19/19 (100.0%) 26/26 (100.0%) 12/12(100.0%)

Self-terminated without crash DATA-P1  30/32 (93.8%) 4/4 (100.0% 10710 (100.0% 12/12 (100.0%3 4/6 (66.7%

DATA-P2 30732 (93.8%) 4/4 (100.0% 10710 (100.0% 12/12 5100.0% 4/6 (66.7%
microwalk 29/32 (90.6%) 4/4 (100.0% 10710 (100.0% 11712 91,7%; 4/6 (66.7%
pitchfork  42/64 (65.6%) 7/7 (100.0% 19/19 (100.0% 1426 (53.8% 2/12 (16.7%)

Time, RAM, and Disk data are represented as [min]-[max] (median). X refers to timeout (3600 s), and XX refers to exceeded the RAM limit (50 GB).

TABLE 8: Characterization of the 16 cryptographic primi-
tives, each built into four binaries (m32/m64 x —-00/-03).

Binary Tnsn CC (logy) Mem (log,)
Primitive LoC (KB) (K) (Class) (Class) TPs
Complexity Class 1-2
BR-CHA-SSE 1308 29-36 0.7-2.0  5.5(1)-6.8(1) 6.8(1)-9.3(2)
BR-AES-CBC 1364 30-33 1.0-1.5  55(1)-7.1(1) 6.9(1)-8.6(2) 32-36
BR-CHACHA 1240 30-33 0.8-1.9  5.5(1)-6.8(1) 7.2(1)-9.02) 0
BR-CTAES- 1497 37-43 1.5-22  6.4(1)-7.2(1) 8.2(1)-9.2(2) 0

CBC
gom lexity Class 2

-AES-GCM 1700 44-47 1.6-2.9  6.8(1)-7.6(1) 8.1(1)-9.6(2) 32-36
BR-CTAES- 1580 45-68 1.8-42  6.8(1)-6.9(1) 8.3(1)-10.0(2) 0
GCM
Complexity Class 2—3
BR-RSA-OAEP 1950 75-88 3.8-54  8.4(2)-8.4(2) 8.7(2)-10.4(3) 60-63
MB-CHACHA 2456 64-75 2.6-44  8.4(2)-8.5(2) 8.8(2)-10.3(3) 0

Complexity Class 3

MB-AES-CBC 3241 72-92 3.9-7.0 8.6(2)-8.8(2) 9.2(2)-10.8(3) 27
PQ-MLKEM- 1708 #1167 2000 8.6(2)-9.6(2) 10.2(3)-11.3(3)0
KG

POMLKEM- 1798 85-168 5.0-9.6 8.7(2)-9.62) 10.3(3)-11.3(3)0-2
D

BROECDSA 2802 106299 6.6-12.1 9.5(23-9.532) 10.2(33—11.3(3;2—8
PQ-HQC-Dec 1840 109-227 7.2-13.0 9.5(2)-9.8(2) 10.7(3)-11.7(3)0-3

Complexltv Class 4

de-Sign 2999 391-957  36.6-92.0 11.0(3)-12.1(3)12.5(3)-14.4(4)0-9
Nf, -ECDSA 508331288—167880.8—139.413.9(4)»14.2(4)13.7(4)—15.2(4;104—192
MB-RSA-OAEP 508331288-168280.9-139.513.9(4)-14.2(4)13.7(4)-15.2(4) 156-239

[num] - [num] : the min-max value of this field; BR: BearSSL; MB: mbedTLS;
PQ: PQClean. LoC: non-comment lines of source code, over the library sources
the binary links in (by ‘DWARF’). Insn: number of machine instructions (by
‘objdump’). CC/Mem: log, of Cyclomatic complexity and of the number of
memory operations (by ‘angr’). TPs: number of TPs.

DATA. DATA [8] (commit 9d467ed) is a 2018 dynamic
tool that runs in two phases: phase 1 collects execution
traces under different inputs via Intel Pin [78] and flags
any divergence as a CT violation; phase 2 applies fixed-
vs-random statistical tests to distinguish secret-dependent
violations from noise. We evaluate the two phases separately
as DATA-P1 and DATA-P2. We set it up following the
usage guidel

Microwalk. Microwalk [28] (v3.1.1) is also a dynamic

trace-comparison tool, first published in 2019 [7] and con-
tinuously maintained. Unlike DATA, it reduces traces into
a call tree in which each branch represents a CT violation,
making comparison faster than traditional trace-alignment
algorithms [28]]. We set it up following the jusage guidel
Pitchfork-angr. Pitchfork-angr [42] (commit 8a3d325) is
a static relational symbolic-execution analyzer for constant-
time built on top of the angr [71]] framework. Like Binsec,
it explores secret-dependent divergence in memory access
and control flow, but it uses angr’s SimuVEX engine and
Python tooling rather than Binsec’s backend. Like Binsec,
it provides bounded soundness. We set it up following the
usage guide and hyperparameters following a recent related
work [I17]].


https://github.com/Fraunhofer-AISEC/DATA/tree/9d467eda8297556a96becbed8726eaa77e7a5b23
https://github.com/Fraunhofer-AISEC/DATA/blob/master/USAGE.md
https://github.com/microwalk-project/Microwalk/tree/v3.1.1
https://github.com/microwalk-project/Microwalk/blob/v3.1.1/docs/usage.md
https://github.com/PLSysSec/pitchfork-angr/tree/8a3d3253d465aa327f93075d6684d5ad03793283
https://github.com/PLSysSec/pitchfork-angr/
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